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Evaluating the Performance of Air Quality Models

Executive Summary

This report provides basic advice to Defrads contract

O0best practiced for air quality model evaluat.i
which provides a framework for the Air Quality and Industrial Pollution Division of Defra to conduct a
review of its current modelling activities and to ensure that the models used are fit-for-purpose and
reflect current state-of-the-art.

The report provides some background to air quality models and discusses a number of issues that are
central to air quality model evaluation. A critical step in the evaluation of model performance is the
comparison of model results with observations. Annexes are provided giving detailed advice on the
selection and availability of network data and the influence that the choice of chemical mechanism, dry
deposition parameterisation, emissions and meteorological data can make on model comparisons with
observations. However, models must be right for the right reasons and this implies further evaluation
beyond a simple comparison with observations.

Protocols are provided for ground-level ozone, acidification and eutrophication and urban air quality
modelling. Each evaluation protocol poses three general questions:

U Is the scientific formulation of the model broadly accepted and does it use state-of-the-art
process descriptions? This is the scientific evaluation question;

U Does the model replicate observations? This is the operational evaluation question; and

U Is the model suitable for answering policy questions and fulfilling its designated tasks? This is
the diagnostic evaluation question.

The protocols do not in themselves answer these questions but exist merely to elicit information from
each air quality modelling team to allow Defra to form a view on whether a particular model is fit-for-
purpose or not.
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Evaluating the Performance of Air Quality Models

1 Introduction

1.1 Air Quality Modelling and Defra

1. The aim of this study is to provide an air quality model intercomparison protocol to assist Air
Quality and Industrial Pollution AQIP Division of Defra in the evaluation of the air quality models
employed in support of policy formulation and assessment. There is a continuing need for Defra
to review current modelling activities to ensure that the models used are fit-for-purpose,
reflecting the current state-of-the-science, to assess uncertainties and to ensure that the models
are able to handle changes in the expected drivers of future policies, including climate change.

2. Defra relies on its air quality modelling contractors to provide evidence that each model is fit-for-
purpose and to document its level of performance. The purpose of this air quality model
intercomparison protocol is to provide basic advic
be considered as O6best practiced for air quality m
judgement of the performance of each model and whether it meets their requirements. The
protocol is therefore seen as a tool to assist Defra and its contractors in building a long term
programme of model development and improvement. By this means, Defra will continue to
receive policy advice and support based upon up-to-date science and state-of-the-science
modelling tools.

3. Defra and its contractors build air quality models to address a range of purposes and tasks and
these must be taken into account when evaluating model performance and judging fithess-for-
purpose. A number of general tasks have been categorised for environmental models by Beck
(2002), including:

To encode succinctly an archive of knowledge;

Have an exploratory tool for exploring our ignorance,

To provide a means of communicating scientific notions to others; and

To provide a tool for prediction to support decision making or policy formulation.

| et ant-R et e

4, Some or all of these tasks can be identified in the air quality modelling studies carried out by
Defra and its contractors. The Master Chemical Mechanism, for example, provides an elegant
and systematic means for compiling the many thousands of chemical reactions that drive the
atmospheric chemistry of the oxidation of organic compounds and their role in ground-level
ozone formation. The Photochemical Trajectory Model (PTM) model has been used to provide a
first attempt at mass closure for PM, 5 and to ascertain the extent of our current ignorance of the
sources and distributions of PM, s components. The same can be said of the studies to
characterise the sources of emission of the organic compounds that contribute most to ground-
level ozone formation. Dispersion models are often used in public and planning inquiries to
visualise and map the likely pollution footprints from new and existing developments and
processes. The use of models as tools for the prediction of future air quality, taking into account
the impacts of current and future policies, has been the main reason for the development of air
guality models such as FRAME and the Ozone Source Receptor Model (OSRM). Empirical
models such as those used in the Pollution Climate Mapping (PCM) project are used for Defra
compliance assessment reporting for EU Air Quality Directives. Defra also commissions daily
air quality forecasts for dissemination to the general public as a contribution to public health
protection. These different tasks will need careful assessment in the sections of the report below
so that each model is evaluated on the correct basis.

5. Because each of these different tasks place different requirements on the modelling tools, air
quality model evaluation cannot be carried out without reference to the purpose for which the
model has been built and the requirements for accuracy and timeliness placed on the model
results by Defra. In recognition of the different uses of air quality models and the different
requirements of Defra, the model intercomparison protocol developed in this study will need to
be first differentiated between the major air quality policy areas, such as: ground-level ozone,
acid deposition and eutrophication and urban air quality. With each policy area model,
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evaluations must take into account the context in which each model has been developed and
the purposes for which the output is used by Defra.

6. It has not been possible in this first 6strawmand
applications covering all pollutants and all scales. We have not addressed the modelling of
persistent organic pollutants (POPs), heavy metals and mercury, for example. At the global
scale, we have not covered the modelling of the tropospheric ozone background and at the
microscale, the dispersion of motor vehicle emissions. Equally well, no attention has been given
to the modelling of pollutant effects on vegetation nor the modelling of human population
exposure to air pollutants.

1.2 Layout of the Report

7. There are a number of issues that run as a common theme through air quality model evaluation
that are independent of the major air quality policy areas listed in the paragraph above. These
issues include the importance of atmospheric emissions and meteorological data and so these
are addressed in Section 2 below. The important theme of the comparison of model results with
observations which underlies most model intercomparison activities is discussed in Section 3.
Section 4 deals with statistical and other metrics employed in the evaluation of model
performance. Section 5 presents the model evaluation protocol which addresses the main air
quality policy areas and provides detailed advice and guidance for air quality model evaluation.

8. Annexes provide more detailed discussions of the background issues relevant to air quality
model evaluation. Annex A deals with the selection of monitoring network data, Annex B with the
choice of chemical mechanisms, Annex C with deposition parameterisations and Annex D with
emissions data.

9. Protocols are provided for ground-level ozone, acidification and eutrophication and urban air
quality modelling and pose three general questions:

U Is the scientific formulation of the model broadly accepted and does it use state-of-the-art
process descriptions? This is the scientific evaluation question;

U Does the model replicate observations? This is the operational evaluation question; and

U Is the model suitable for answering policy questions and fulfilling its designated tasks? This is
the diagnostic evaluation question.

10. Inthe paragraphs below, the three steps of model evaluation, scientific, operational and
diagnostic, have been addressed in some detail. There is a fourth step: probabilistic evaluation,
which aims to capture the uncertainty or level of confidence in air quality model predictions
(Dennis et al., 2009). Probabilistic evaluation is particularly relevant where air quality models are
employed in support of air quality policy formulation and assessment. It requires the use of
multiple model runs of the same model with different input parameter or process choices or
multiple runs of different models to characterise the uncertain distribution in the model
predictions, such as the impact of an emission policy scenario on air quality. Probabilistic
evaluation is beyond the scope of this present study.

11. The protocol described in Section 5 does not itself answer the questions concerning whether the
models used by Defra are state-of-the-science tools and are fit-for-purpose but exists merely to
elicit information from the modelling teams to allow Defra to form a view on these issues.
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2 Background to Air Quality Modelling
2.1 Purpose of Air Quality Modelling

12. In each of the policy areas considered here: ground-level ozone, acidification and eutrophication
and urban air quality, models have the same underlying purpose. They exist to convert emission
inventories into air concentrations and depositions. In the main, air quality policy-makers
formulate strategies and policies to reduce emissions and models are used to predict their
consequences in terms of the changes in air concentrations and depositions. Often, there is
some form of air quality target, guideline or standard or some form of deposition target such as a
critical deposition load that can be used to evaluate the strategy based on air quality model
results. Strategies may not necessarily be judged as pass or fail, meeting critical loads and
levels or not, for example, but may be evaluated side-by-side with other strategies or against a
do-nothing scenario. Increasingly, policy-makers are using cost-benefit analyses in which the
costs of the abatement strategy may be set against the benefits of the environmental
improvement. In essence then, the air quality models are employed to convert atmospheric
emissions into air concentrations or depositions.

2.2 Horses-for Courses

13. The complexity of the air quality models offered by Defrabs contractors varies con
one policy area to another. Some urban air quality models may treat air pollutants as inert
species whereas ground-level ozone models necessarily have to treat quantitatively the
atmospheric chemistry of a large number of organic compounds. Models for PM mass closure
necessarily have to treat both primary and secondary PM components equally accurately and
without bias. Ground-level ozone models have to treat summertime photochemical episodes
whereas acid deposition models must be able to treat the wet scavenging of acidic pollutants
during episodes of rain. Initially, this complexity has been addressed by Defra and its
contractors on a -ricrogulres eissds bea,sihommdidsh model s such
example, focussed entirely on ground-level ozone and FRAME focussed on acid deposition and
eutrophication. More recently, the modelling community has give attention to the development of
6ome mosphered model s, capabl e of addrtepolicyng mul ti p
areas of concern to Defra. There are considerable long term advantages to Defra in switching
from single issue to multiple issue modelling. Without some form of model evaluation protocol, it
is difficult to elucidate and highlight these long-term advantages.

14. The degree of complexity will also depend on the number of simulations required for a particular
application. A complex model will be required to assess the importance of a particular chemical
reaction or meteorological process. However source-receptor studies used to correlate pollutant
deposition to specific emissions sources can involve hundreds of model simulations whilst
uncertainty studies typically require thousands of model simulations. For such applications,
simpler modelling approaches with low simulation times are necessary. In addition, policy
makers have to face the difficult challenge of managing finite financial resources and, inevitably,

the development of complex models requires a higher level of funding.
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2.3

15.

16.

2.4

17.

18.

19.

Elements of Air Quality Models

The main elements of air quality models are designed to address:

The emission of primary pollutants, including their spatial and temporal distributions;

The dispersion of primary pollutants in plumes away from stacks, roadways, industrial
premises and so on, with local influences from street canyons, buildings and topography;
The advection and dispersion of primary pollutants into the downwind environment;

The removal of primary pollutants by chemical reactions, deposition to underlying surfaces,
scavenging by particles, cloud and rain droplets;

The formation of secondary pollutants by chemical reactions;

The removal of secondary pollutants by chemical reactions and their deposition to the
underlying surface, scavenging by particles, cloud and rain droplets;

The in-flow and out-flow of pollutants from and to local, regional, transboundary and
intercontinental sources, and

The exchange of pollutants with the free troposphere.

Each air quality model may contain some or all of the above elements and acts as a processing
tool that converts an emission inventory into air quality concentrations and depositions. The
policy strategy would generate a change in the emission inventory which could then be
processed into a change in air concentrations and depositions.

Handling Complexity

Studies of air quality from the viewpoint of scientific understanding have demonstrated much
more complexity than has been possible to represent in mathematical form in a model that could
be used to make quantitative predictions. But a quantitative, mathematical description is usually
held to be essential for making policy decisions
from the full complexity of real-world environmental systems to a tractable mathematical model
requires the introduction of simplifying assumptions. Complexity is present in all the above
elements of air quality models and simplifications are essential if these elements are to be
represented in practical mathematical models. The complexities that are omitted from air quality
models are usually forgotten in most model applications. This is fine if previous work has shown
that they have a negligible effect on the system. More often, gross simplifications have been
made because we lack the required understanding or adequate measurement techniques or
because we are unable to identify the nature of the processes actually occurring in the real-
world on the scales required for our models.

Models contain assumptions and simplifications that are known to contain problems. The
assumptions and simplifications are nevertheless not arbitrary. Some may reflect physical
intuition, they may be purpose-specific, they may have explanatory power or they may follow on
from previous successful model approaches.

Models are always incomplete and efforts to make them more complete can cause problems
(National Research Council, 2007). Increasing the complexity of models can introduce more
parameters with uncertain values, decreasing transparency and increasing overall uncertainty. It
is sometimes preferable to omit capabilities that do not improve model performance
substantially. Some complex models are characterised by substantial uncertainties because
they contain more parameters than can be reliably estimated with the available observations.
Nevertheless, adding complexity can imply replacing arbitrary parameters with those that can be
more closely tied to measurable processes.

b
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2.5 Model Calibration and Scaling

20. Parameters are quantities that represent the intrinsic characteristics of the environment being
modelled and are specified by the model user so that the main elements of the air quality model
are set up accurately. Parameters generally belong to one of two types. There are those that are
intended to reflect the specific characteristics of the processes and their dynamics. There are
other parameters that reflect the characteristics of the locations where the models are applied.
The distinction is sometimes blurred and some process-related parameters are used to adapt a
model to a specific location. Some parameters have to be calibrated in some way for each
application of the model.

21. Calibration and scaling is a real problem in air quality modelling. If air quality models could be
defined in such a way that all model parameters were geophysical constants then there would
be no need for model calibration. It is not possible to measure all the required parameters during
a field campaign to minimise this problem because of the limitations of current measurement
methods. Model parameters are usually calibrated on the basis of limited measurements, by
extrapolation from applications at other sites or by inference from a comparison of model
outputs at the location of interest. All these calibration methods have their problems.

22. Inference of parameter values by comparison of observed and predicted responses is generally
carried out within an optimisation framework in wh
difficulty of finding optimum parameter values increases with the complexity of the model. As
computer power has increased, it has been possible to add more complexity to models. More
and more process understanding has been built into models with the aim of improving the
science, at the cost of adding more and more parameters. The available observation base may
not have improved at a commensurate rate, leaving some complex models with sufficient
degrees of freedom to give a good fit to the observations. It does not necessarily follow that the
parameters are robustly estimated or that the apparent optimised model is the only model that
will give a good fit to the observations.

23. For most air quality models, the steps taken by model developers to calibrate and tune model
parameters are lost in the mists of time. This is often the case where models have been brought
in from abroad or where there is a substantial proprietary element or ownership or where the
model is considered the intellectual property of a particular institute or institution. All air quality
models contain important elements of calibration and tuning against observations. Without
access to adequate records of tuning and calibration, models may be incorrectly applied or
model developers may be unable to adapt the model for a new application. Understanding the
impact of calibration and tuning is central to the process of evaluating model performance.

24, Defrads contractors naturally wanworldcomplextybutove t hei
this can easily result in models with more parameters than can easily be specified for a given
location. Parameters may represent real-world behaviour over some particular time period but
can they be transferred from one model to another or from one time period to another without
adjustment or from one location to another?

25. In some cases, particularly for local and urban scale modelling of long-term average
concentrations, there are insufficient data to recalibrate model input parameters. Modellers then
often scale the model outputs using lumped scaling parameters determined, for example, by
regression analysis of the modelled and measured concentrations. The method is widely used
for Local Authority Review and Assessment (Defra, 2009) and in the preparation of national
maps of pollutant concentrations for reporting to the European Commission (Kent et al., 2007)
and for auditing the contribution made by sources regulated by the Environment Agency.
However, it should be recognised that the scaling factors are characteristic only of the data set
used in their derivation and they may not be applicable to other locations or other time periods.
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2.6

26.

27.

2.7

28.

29.

30.

Best or Optimal Models

The idea of searching for a single, optimal set of parameters to drive an air quality model is
central to the concept of research leading to a realistic description of real-world behaviour
(Beven and Freer, 2001). It is rarely considered that such an optimal description may not be
possible or uniquely identifiable. To reject the concept of an optimal model or model parameter
set in favour of multiple possible or plausible parameter sets is called equifinality (Beven, 1993).
One implication of rejecting the concept of an optimal parameter set and accepting the concept
of equifinality, is that the uncertainty associated with the use of models as predictive tools might
be wider than hitherto thought. If there are many different acceptable parameter sets, all of
which are consistent with the calibration data, the range of model results is likely to be greater
than might be suggested by the optimal model. Model tuning and calibration may serve to hide
uncertainty and lull the policy-maker into a false sense of security about the adequacy and
robustness of model predictions.

Intuitively, it is recognised that the description of some of the above major elements of air quality
models may be far superior in some models and parameterisations compared with others. The

|l ogical consequence of this-moedeld wberkeatdnctbdpt sa

elements were linked together in one model application. Setting aside the issues of commercial
propriety and computer capacity, there are some real-world limitations to the concept of such a
6sumedel 6 in the above context.

Real-World Limitations

These real-world limitations arise because each parameterisation, whether elegantly superior or
manifestly simple, has to work in concert with all the model elements to generate an air quality
prediction. As an example, when it comes to the comparison of atmospheric dispersion model
and observed 15-minute SO, concentrations from the Defra AURN network, model performance
may sometimes appear to be poor if 15-minute SO, emissions data are not routinely available
for all important sources of SO,. In reality, rarely are such high time- and spatially-resolved
emission data available and the apparent performance of an atmospheric dispersion model may
often seem less than optimal.

There are many circumstances when the performance of the inherently superior elements of air
quality models are compromised. The PTM model predictions of ground-level ozone
concentrations along 5-day trajectories are remarkably similar whether calculated using the
Master Chemical Mechanism with all its thousands of chemical reactions and the Carbon Bond
Mechanism with its inherent simplicity. Simple chemical mechanisms can be highly tuned and
calibrated against laboratory data so that they deliver good model performance for ozone. All
other model species may differ widely between the two chemical mechanisms. Indeed, even the
model ozone responses to NO, and VOC precursor emission changes also may differ widely. In
this case, tuning and calibration has served to hide uncertainty and to compromise the
adequacy and reliability of model predictions of ozone responses to NO, and VOC controls.
These are precisely the model results that are important to policy-makers and they need to be
as robust as possible. Comparison of model results against ozone observations would not
necessarily demonstrate a lack of model robustness and would not allow an optimal choice
between the two chemical mechanisms.

Of all the major elements that are assembled into an air quality model, emissions modules and
inventories have been the source of most debate and controversy. Rarely has assessment of
model performance focussed attention on issues other than problems and inadequacies with
emissions data. There is a tendency to see the problems with emissions data as outside issues
and not part of the model framework and formulation. This tendency has been reinforced as the
task of the assessment of emissions has been taken away from modelling groups and given to
independent agencies or institutions. With the policy focus now on emission inventories,
inventory development is seen as a task in itself. In an attempt to avoid duplication of effort,
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32.

33.

34.
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modelling groups are encouraged to see emission inventory data as given, just as if they were
geophysical quantities. They are far from this ideal, in reality.

If there were systematic biases in emissions inventory data, leading to the over- or under-
estimation of particular pollution sources, then tuning and calibration could lead to distortion and
the favouring of parameter sets that in some way compensate and reduce the bias in the model
outputs that would otherwise have been expected. It is straightforward to see how this may lead
to the situation where the model is correct for the wrong reason due to the compensation of
errors. Underestimation of the emissions from one source may have been compensated by
adjustments to the deposition and loss processes for that pollutant, for example. Also,
underestimation of the emissions of highly reactive ozone precursor species could be
compensated by a small increase in ozone productivity across a large number of less-reactive
ozone precursors. Sometimes, there is a specific policy requirement from Defra to use a given
emission inventory despite any reservations that there may be concerning its adequacy and
fitness-for-purpose.

Presently, there is little opportunity to check the reliability of emissions data without resorting to
air quality modelling. This implies that our view of air quality model performance is distorted by
our view of the adequacy of current emissions data. We could take concerns about emissions
out of the equation by performing a model evaluation in which identical emissions data are
supplied to a number of models and then comparing the predicted values from the range of
models. If there were enough models, then the mean of the model results would imply some
form of O&ébest 6 r es uiven maedal fomtthe mead cosldbe takereasa f  a
measure of model perf ormance. But how far i
comparison of model results with observations, this important question is difficult to answer.
Model comparisons using harmonised emissions data have the tendency, over the long term, to
reduce the spread in model results through the harmonisation of parameterisations and the
judicious selection of common input data. Such model intercomparisons may hide uncertainty
and lull policy-makers into a false sense of security.

So we must take emissions data for what they are, uncertain model input parameters that are
full of short-comings, inadequacies and pitfalls, just as all the other model input parameters.
Much attention has been given by policy-makers to the continual improvement of the reliability of
national emission inventory data and the modelling community has benefitted from this through
the years. Rarely, if ever, do the modelling studies carried out by Defra contractors use these
national emissions annual totals. Pollution episodes may involve particular emission sources
and for short periods of time, far removed from the concept of a national source strength over
the annual time-frame. In general terms, air quality models require emissions from individual,
specific sources such as road links, power stations and large industrial complexes and with high
time resolution, say at least 15-minutes or so, in some situations. This same level of information
is required for the entire UK and for all important upwind sources. Emission inventory data at
these levels of spatial and temporal resolution are not always available to Defra and its
contractors and will not be available in the foreseeable future, although it has to be said that
there are many elements in the mapped National Atmospheric Emissions Inventory (NAEI) used
in models that do include local source information, for example power station reported emissions
and observed traffic counts which can be used to estimate traffic emissions on specific major
roads. But there are, for example, natural limits to what can be known about traffic emissions
because of the influence of random events and fluctuations such as crashes, traffic light failures,
gueues, road repairs and congestion and local deviations from other nationally averaged
parameters used in the calculation of traffic emissions. Model requirements go well beyond
these limits. Defra and its contractors therefore have to replace highly spatially and temporally
disaggregated emission inventory data with assumptions and simplifications concerning
temporal and seasonal profiles and spatial distributions that ultimately can be traced back to the
national emission inventory totals.

Emission inventory parameters are not available with the spatial and temporal resolution
required for the air quality models in all situations. Model performance is always compromised
by the adequacy of emissions data but the level of compromise is model dependent. It may be a
major issue for some models but only a minor issue for others. Some of the issues associated
with handling emission inventory data in air quality models are addressed in some detail in
Annex D below.

S

g

t

he



Evaluating the Performance of Air Quality Models

35.

36.

37.

38.

39.
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It goes without saying that an inadequate treatment of any of the major elements of an air quality
model can exert a large impact on air quality model predictions. Errors in meteorology are a
major source of error in air quality models. If the model wind does not advect air pollutants
correctly from pollution sources to air quality monitoring network stations, then the model will not
predict the observed pollution episodes, irrespective of how well specified are other features of
the air quality modelling system. Deposition episodes during rain events are even more difficult
to model accurately because not only must wind speeds and directions be accurately predicted
but also so must the occurrence and magnitude of precipitation.

The main meteorological parameters whose errors affect the accuracy of air quality model
predictions following Seaman (2007) and WMO (2008) are as follows:

Boundary layer depth;

Surface and boundary layer wind speed and direction;
Surface and boundary layer temperatures;
Turbulence;

Surface parameters;

Cloud cover and solar radiation;

Cloud microphysics, and

Precipitation.

The winds, boundary layer depth and turbulence are critical because they control the
atmospheric dispersion and transport of air pollutants. Precipitation, in addition, is critical for
those air quality model applications addressing acidification and eutrophication.

Large amounts of meteorological data are required for air quality model applications and so air
quality model development has gone hand-in-hand with the development of meteorological
models. Historically, air quality models used climatological data but over the years, following the
steadily increasing model complexity, stronger links have been forged between air quality and
numerical weather prediction models. Much current attention is now being given to building
coupled air quality and numerical weather prediction models, providing a seamless interface
between the two sets of coding, obviating the need to transfer large amounts of data between
modelling systems.

Meteorological institutes and national weather services have always focussed their greatest
attention on the accuracy of their predicted wind, temperature, pressure, humidity and
precipitation data in their routine numerical weather prediction models (Seaman, 2007). These
variables are readily measured by the meteorological observation networks and there has been
a steady improvement in forecast accuracy over the years. However, in comparison, the
accuracy of numerical weather prediction estimates of boundary layer depth and cloud cover
have made little improvement. The lack of accurate observations of boundary layer depth and
cloud properties has hampered the improvement and enhancement of meteorological model
parameterisations for these critical input parameters to air quality models. There are also
significant problems associated with the generation of high spatial- and temporal-resolution
rainfall fields that are required for air quality model applications addressing acidification and
eutrophication.

In addition to the use of meteorological data to drive meteorology and physics
parameterisations, a considerable amount of such data are required for emission and deposition
algorithms. For example, emissions of isoprene from natural biogenic sources require a great
deal of meteorological data concerning plant canopy temperatures and radiation, see Annex D.
Furthermore, deposition algorithms (Annex C) require information on turbulence and
atmospheric structure close to the ground.
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Air Quality Forecasting Models

An important application of air quality models is the forecasting of future air quality and the
preparation of air quality bulletins on behalf of Defra. Air quality bulletins and warnings are
issued when air quality is forecasted to deteriorate either under wintertime or summertime
episode conditions. The former episodes are usually driven by NO, or PM and the latter by Os.
The model intercomparison protocol for air quality forecasting models therefore follows exactly
the protocols developed for the Os;, NO, and PM models developed in Section 5 below.
However, because the general public may modify their behaviour in response to the air quality
bulletins and warnings, stricter critieria should be set in terms of air quality forecasting model
performance compared with the above models. Acceptable air quality forecast model
performance requires that the prediction of false episodes and the underprediction of real
episodes are both minimal. Further discussion of evaluation procedures and metrics for air
quality forecast models are given in Agnew et al. (2007).




Evaluating the Performance of Air Quality Models

3

41.

3.1

42.

43.

Comparisons of Models Against
Observations

A policy-maker will expect that any model used in support of policy formulation is able to
reproduce real-world behaviour. This might imply reproducing the observed diurnal or seasonal
cycles in pollutant concentrations or spatial contrasts implied by roadside or urban concentration
increments or contrasts driven by meteorological conditions such the concentration differences
between episode and non-episode days or spatial gradients between the south and east versus
the north and west of the British Isles. Whilst this is a reasonable expectation, there are a
number of outstanding issues and questions. How is this comparison to be carried out? How is
good agreement in one part of the model to be set against poor agreement elsewhere? How
accurate are the observations and what volume of the environment do monitoring site
observations represent? In view of the importance given to the comparison of models with
observations in most model intercomparison exercises, these are important questions in the
present context. A survey of the available UK monitoring network data is given in Annex A below
for use in these model intercomparison activities. This Annex also includes a discussion of the
data quality that can be expected from each monitoring network.

What is Involved in the Comparison of Models with
Observations?

Before these questions can be answered, consideration needs to be given to the process of
comparison of model results with observations. In the air quality model applications carried out
by Defra and its contractors, these comparisons are usually made against monitoring network
data and field campaign data obtained at sometime in the past. For this reason, comparisons
with observations are somet i plewluatoaisthendd &6 hi s
description of how well the 6linesdé of the
observations, see Figure 3.1 for example.

History matching is an inherently difficult process (Oreskes et al., 1994; Beck, 2002). Rarely will
all the relevant information be available with which to set up a model optimally so that its intrinsic
level of performance can be assessed. Inevitably, gaining access to sufficiently accurate historic
emissions and meteorological data presents real problems. Ideally, a first set of past
observations is used to calibrate and tune the model. Then the calibrated model, with no further
adjustment, is tested against the second, independent set of past observations which it should
match acceptably. However, often these calibration and tuning steps were carried out elsewhere
or by other institutes and any records may have been lost over time. Most model
intercomparison exercises therefore omit the first stage of tuning and calibration and perform the
second stage only, for example, see Van Loon et al., (2007). An agreement will be made
between the modelling groups concerning which pollution episodes, campaigns or time periods
from a month to a year are to be studied and efforts made to compile and harmonise historic
emissions data and to collect observations from network databases. If some model results
appear manifestly wrong, then often the opportunity will be given for models to be rerun, leading
ultimately to an improvement in the overall comparison with observations.
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In describing the process of history matching and what has been learnt from it in the above
paragraphs, the term evaluation has been used in the context of judging model performance.
This term evaluation and the phrase evaluating model performance have been used as
alternative to the widely used terms of verification and validation. The differences between
evaluation and verification or validation are important (Oreskes et al., 1994), particularly in the
context of air quality modelling. To say that a model is verified is to say that its truth has been
demonstrated which implies its reliability as a basis for policy and decision making. The term
validation is commonly used interchangeably with verification, indicating that model predictions
are consistent with observations. Validation is also used to suggest that a model is an accurate
representation of physical reality. Policy-makers will look to see if models have been verified or

Figure 3.1. Evaluation of the PTM model for ozone at Harwell, Oxfordshire for 2005
showing the
observations are the daily maximum 1-hour concentrations. The lines show the estimated
model 50-%ile (middle line), 95-%ile (upper line) and 5-%ile (lower line) concentrations.
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45.

46.

47.

48.

The term validation is widely used to describe evaluation of model performance against
measured data. Oreskes et al. (1994) argue that validation and verification of models of natural
environmental systems is not possible. This is because there are always input parameters that
are poorly known, fine scale details of crucial importance which are inadequately understood,
and assumptions and inferences which may not be valid under all circumstances. Such views
apply to the complete validation of models, applicable to all possible circumstances and
scenarios. In practice, the term validation is frequently used in a more restricted sense to
describe the evaluation of model predictions against measured data, which might more
appropriately be described as partial, or conditional validation, as it applies only to a limited
range of input parameters and, hence, outputs. The distinction between complete and partial
model validation is an important one, as a model giving excellent predictions from within a
limited range of input parameters may perform poorly when used beyond that range of inputs.

One of the main objectives of the COST Action 732 has been the determination and
improvement of model quality for the application of micro-scale meteorological models to the
prediction of flow and dispersion processes in urban or industrial environments (Britter and
Schatzmann, 2007). With their focus on short-range dispersion modelling, they lay out an
evaluation protocol that has several distinct elements: a scientific evaluation process, a
verification process applied to the model code, the provision of field and physical modelling data
that allow model validation and an operational evaluation process that reflects the needs and
responsibilities of the model users. Their usages of the terms verification and validation are
consistent with the processes that they describe, particularly those involved with model
validation. In terms of the distinctions drawn in the paragraph above between complete and
partial model validation, the COST 732 evaluation process specifically is aimed at complete
validation. Whilst the language of the COST 732 evaluation protocol is not appropriate in the
present study because the detailed field and physical modelling data are not available, the
processes envisaged are definitely relevant and have strongly influenced the approach adopted
here in the paragraphs below.

Local Authorities are required to review and assess air quality in their areas from time to time
and to develop plans for local air quality management in order to achieve air quality objectives in
their areas. Technical guidance is provided to help and support Local Authorities whilst
conducting their reviews and assessments, particularly on the application and implementation of
urban air quality models (Defra, 2009). This Technical Guidance defines model validation as the
process by which the original model developers compare model results with observations.
Because these validation studies are unlikely to have been undertaken in the Local Authority
area, further comparisons are required of the model results versus observations at relevant
locations. Model verification is seen as the process by which any differences between model
and observation are investigated and where possible minimised. In some cases, the Technical
Guidance requires that appropriate adjustment factors are applied to ensure that model
predictions are representative of monitoring information from the Local Authority area. Linear
regresssion, for example, may be used to generate a functional relationship of the form: y = mx
+ ¢, which allows the tuning of the model predictions, y, to fit the observations, x. The intercept,
¢, might, for example, adjust for regional and urban background contributions that may be
inadequately represented in the model or unavailable from observations. The slope parameter,
m, may represent the influence of meteorology or local building influences on atmospheric
dispersion or local site emissions which differ from the national picture. Once the urban air
quality model is tuned in this way, it is acceptable for use in the Local Authority review and
assessment process.

There are therefore clear differences in the language and modelling procedures between those
adopted in the Local Authority Technical Guidance documentation (Defra, 2009) and those
developed in this report. There is no straightforward way to reconcile these differences. The
evaluation protocol described below is therefore not appropriate for the evaluation of the urban
air quality modelling carried out by Local Authorities. These activities are considered to be
outside of the scope of this report as laid out in the terms of reference for this study by Defra
and descibed in the Introduction above. Generally speaking, urban air quality models within the
Local Authority review and assessment regime are used by individual Local Authorities to
assess air quality at a few specific locations. They are thus not supported by enough
observations to allow both the required local tuning and the more general evaluation of model
performance. This is not to say that these urban air quality models have not been evaluated, far
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from it, merely that they have not been evaluated for the individual application within the Local
Authority review and assessment regime. By way of example, Righi et al., (2009) provide a
statistical and diagnostic evaluation of the ADMS-Urban model compared with carbon monoxide
observations from an urban air quality monitoring network in Ravenna, Italy. In completing their
evaluation of the performance of ADMS-Urban, Righi et al. (2009) use the same statistical
metrics and evaluation procedures as those adopted below and do not follow the procedures
and language of the Local Authority Technical Guidance (Defra, 2009).

In reviewing the regional-scale photochemical air quality modelling systems used in North
America by the United States Environmental Protection Agency, Dennis et al., (2009) begin by
agreeing with Oreskes et al., (1994) that these models cannot be validated in the sense of being
proved true, since truth is in principle inaccessible to us. They assert that these models have
both predictive and diagnostic value and that this value must be demonstrated through model
evaluation exercises. Russell and Dennis (2000) define model evaluation as the assessment of
the adequacy and correctness of the science represented in the model through comparison
against empirical data, laboratory and in situ tests and the analysis of natural analogs. They see
model evaluation as a process of model confirmation relative to current understanding. Multiple
confirmatory evaluations can never demonstrate the veracity of a large photochemical modelling
system as confirmation is a matter of degree. However, evaluation can raise doubts about the
science in a model. These views have strongly influenced the approach to model evaluation
adopted in this report.

Model Evaluation

Assuming that the model code faithfully represents the model specification there are three
general questions to be answered when evaluating environmental or mathematical models,
which can broadly be expressed as follows:

is the scientific formulation of the model broadly accepted and does it use state-of-the-art
process descriptions? This is the scientific evaluation step.

does the model replicate observations adequately? This is the operational evaluation step.
does the model reflect the needs and responsibilities of the model user and is it suitable for
answering policy questions and fulfilling its designated tasks? This is the diagnostic evaluation
step.

These questions lie at the heart of the protocols proposed here in Section 5 for the evaluation of
the performance of the air quality models used by Defra and its contractors for policy formulation
and assessment.
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54.

Metrics for Evaluating Model
Performance

Comparisons against observations give an invaluable guide to overall model performance.
Understandably, policy-makers expect modellers to establish the trustworthiness of their
models. For air quality models, this almost always involves some form of comparison of model
predictions against measured concentrations. However, the ability of an air quality model to
reproduce measured concentrations from the past does not guarantee its adequacy for the
future or for predicting the response to pollution control strategies. Agreement with observations
is inherently partial. Models agree with some observations but not all. A model can certainly
perform well against historic observations and the precision and accuracy of the fit can be
guantified. The performance of models can be evaluated relative to past observations, relative to
other models or against our own theoretical expectations, but the performance of a model,
especially for future projections of concentrations, cannot be ascertained precisely.
Nevertheless, the comparison of model predictions against past observations is a good first step
in the evaluation of model performance.

A review of the air quality modelling literature yields a plethora of metrics that have been used
and recommended to quantify the differences between model predictions and observations and
so to support model evaluation (Chang and Hanna, 2004; Yu et al., 2006; US EPA, 2007). lrwin
et al., (2008) discuss these metrics and propose other new unbiassed metrics as replacements
for the traditional evaluation metrics. Metrics appropriate to the evaluation of regional air quality
models have been jointly discussed by the COST Action 728 and the WMO-GURME
programmes (WMO, 2008). Further metrics have been proposed for the evaluation of air quality
forecast models by Agnew et al., (2007). Operational evaluations of different air quality models
in the past have yielded an array of statistical metrics that are so diverse and numerous that it is
difficult to judge the overall performance of the models.

Here, we recommend some form of simplification and rationalisation by adopting a limited
number of statistical metrics so that there is a large degree of harmonisation between the
evaluation approaches adopted by the modelling teams. Each of these metrics assumes the
existence of a number, N, of pairs of model, M;, and observed, O;, concentrations. The index, i,
might run over a time series at a given location encompassing a pollution episode, field
campaign or a convenient time period from a week, say, to a year. Equally well, the index, i,
might run over the same time period for all locations within a monitoring network. The pairing of
the model results and observations implies that each pair covers the same time period and the
same averaging time. The choice of pollutants, locations and time periods is left entirely to the
modelling teams.

It is convenient to start a model evaluation with a comparison of the model predictions and
observations as a simple time series for a single location. This shows straightforwardly whether
the major observed pollution events have been predicted or not and shows up any false
episodes that were predicted but not observed. The bias is calculated as the model result with
the observation subtracted and the error as the absolute value of the model result with the
observation subtracted. Figure 4.1 shows an example of bias and error for each day of 2005 for
Harwell, Oxfordshire from the PTM model. Such time series plots show whether poor model
performance is concentrated on particular days and seasons or whether it is distributed
throughout the year. In the particular case of Figure 4.1, poor PTM performance for ozone is
noticeably concentrated during the summer months from June to September where the lines
diverge markedly indicating model underestimation of the episodic ozone peaks.
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Figure 4.1. Bias and error for the PTM model for ozone for each day of each month of 2005 for
Harwell, Oxfordshire. The upper line shows the bias and the lower line the error in the model
predictions.
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56.

A scatter plot loses the time dimension but allows a quantitative comparison between model
predictions and observations. It is helpful to overplot the scatter plot with the 1:1
correspondence line, together with the 1:2 and 1:%% lines. Such an example plot is shown in
Figure 4.2 for the mid-afternoon ozone levels at Harwell, Oxfordshire for 2005 observed and
predicted by the PTM model. A count of the fraction of points within %2 and 2 times the
observations, FAC2, is a useful evaluation metric.

FAC?2 is defined as the fraction of model predictions that satisfy:
0.5 /0@ 2.0 M

It is recommended that an air quality model is considered acceptable if more than half of the
model predictions lie within a factor of 2 of the observations and faulty if not. There is no
justification available in the literature to underpin such a recommendation. It is, however, based
on many years modelling experience over a wide range of pollutants of policy relevance. As
formulated, it is independent of pollutant and averaging period. It represents the minimum
acceptable level of model performance to be achieved for policy application. Further model
development may improve performance relative to this metric.

Because correlation coefficients, R?, of the scatter plots vary significantly with the quality of the
model predictions, the presence of outliers and the number of paired points in the comparison,
they are not recommended as evaluation metrics. Taylor (2001) proposed a graphical method
based on correlation coefficients as a convenient means for summarising multiple aspects of
model performance. However, they have not seen widespread adoption because of the
influence of outliers when there is a small number of paired points.
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Figure 4.2 Scatter plot of PTM model vs observed mid-afternoon ozone levels for Harwell,
Oxfordshire for 2005, showing the 1.0t0 0.5, 1.0to 1 and 1 to 2.0 lines.
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The two most commonly used metrics to quantify the departure between modelled and observed
concentrations are the mean bias, MB, and the mean gross error, MGE (US EPA, 2007).They
differ only in whether the sign of the difference is taken into account, allowing under-estimations
and over-estimations to cancel or not. Mean bias and mean gross error are defined as follows:

N

MB = /N X M7 O
i=1

N

MGE = 1N X b Mi O;b
i=1

Mean bias and mean gross errors are useful measures of the over- and under-estimation by the
model. The units of mean bias and mean gross errors are the same as the observations and so
are readily understood.

It is also useful to provide a measure of the relative or fractional difference between the model
predictions and the observations and this is generally achieved through normalisation. Relative
measures are particularly useful when model performance for one pollutant is being compared
with that for another pollutant for which concentrations are generally quite different. Two
commonly used measures of relative difference are the normalised mean bias, NMB, and the
normalised mean gross error, NMGE (US EPA, 2007). These are defined as follows overleaf:
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NMB =

NMGE =

It is recommended that air quality models are considered acceptable if NMB values lie within the
range between -0.2 and +0.2 and faulty if not. Again, there is no justification available in the
literature to underpin such a recommendation. It is, however, based on many years modelling
experience over a wide range of pollutants of policy relevance. It represents the minimum
acceptable level of model performance to be achieved for policy application. Further model
development may improve performance relative to this metric.

Furthermore, we recommend that air quality modellers generate a set of evaluation metrics
along the lines described above for a range of air concentrations and depositions for a standard
time period, episode or campaign to benchmark model performance. Should any significant
improvement or embellishment be made to the modelling system, such as model maintenance,
upgrade or change to coding procedures, then the benchmarks should be rerun for the standard
time period so that any improvement in model performance can be registered. Where modelling
teams make changes to hard-wired or default parameters or change parameterisations, new
sets of evaluation metrics should be generated and placed alongside those generated with the
initial parameters and parameterisations. Annex F presents a standard model evaluation
analysis template to benchmark model performance.

The evaluation metrics detailed above, based on the FAC2 and NMB statistics, allow the
comparison of model predictions with observations and yield valuable information and
commentary on model performance. If a model fails these tests then we know that the model is
faulty in some way. However, the reverse is never the case. If a model passes these tests, then
we cannot say that the model is verified or valid. The model may be right for the wrong reasons.
There may be cancellation of errors. All we can say is that the model is merely confirmed by the
observations. Matching history cannot give us the verification and validation that modellers and
policy-makers may desire.

Short-range dispersion models, operating over scales from a few metres to a few tens of
kilometres, have in general been evaluated by comparison with measurements made near
individual point emission sources. Small errors in the assumed wind direction and atmospheric
conditions can lead to large errors in the modelled concentrations at individual monitoring
locations for specific time periods. There is a risk that comparison of paired measured and
modelled concentrations for specific locations and time periods would lead to the rejection of
otherwise satisfactory models. For example, for regulatory purposes, it is often sufficient that
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65.

the model predicts correctly the maximum ground level concentration at any place and at any
time or the maximum long-term average concentration at any place. Model evaluation studies
for short-range dispersion models usually condition the data in various ways. Techniques
adopted include the comparison of arc-maximum concentrations and quantile-quantile
comparisons (e.g. US EPA, 2003). For the arc- maximum comparison, the maximum measured
concentration along an arc of monitoring stations at approximately the same distance from the
source is paired with the maximum modelled concentration along the arc. For the quantile-
guantile comparison, the modelled and measured concentrations are listed separately in order
from largest to smallest: the largest measured and modelled concentrations are then paired,
followed by the second largest, etc. Modellers should provide details of any data conditioning
procedures adopted prior to the calculation of the FAC2 or NMB statistics. For further
information concerning the performance evaluation of short-range atmospheric dispersion
models see the COST Action 732 programme (Britter and Schatzmann, 2007).

A model can certainly perform well against observations and it may well give satisfactory results
when evaluated using the FAC2 and NMB evaluation criteria. Judgmental terms such as
excellent, good, fair and poor are useful descriptions of model performance. We can talk about
the model performance for mid-afternoons compared with night-times or summer vs winter or for
rural vs urban background sites, for example. We can also talk about the performance of one
model against another using these criteria or whether changing one of the major elements or
parameterisations of a model improves model performance. The issue is that two or more errors
in model input may cancel each other out. There is no way of knowing whether this cancellation
has happened or not. A faulty model may pass the history matching tests and satisfy the FAC2
and NMB criteria and thus may appear correct. However, if a model fails to meet the FAC2 and
NMB criteria then we can say that its performance is in need of improvement and that it is in
some way faulty.

These difficulties with verification and validation arise because there may well be many different
combinations of model parameters that allow the model to fit the observations and to match
history. Air quality models are inherently non-unique. If different model constructions fit the
observations then there is no way to chose between them other than to invoke other
considerations. These other considerations could include simplicity, elegance, computer run
time and convenience, for example. They could include the scientific quality of the
parameterisations employed as well as whether the models are fit-for-purpose.

Comparison with observations and history matching is an example of an operational evaluation.
Operational evaluations are seen as the best place to start model evaluations but are not seen
as an end in themselves. Since a major application of air quality models is the investigation of
the impact of future emission scenarios, it is of interest to evaluate the ability of models to
simulate the effect of emission changes on air pollutant concentrations and depositions. These
evaluations are termed diagnostic evaluations (US EPA, 2007). They provide a useful means of
choosing between different model constructions that meet the evaluation criteria set for
operational model evaluations. Historically, much effort has been devoted to operational
evaluations but the requirement to provide advice and support to policy-makers on model
performance raises the importance of diagnostic evaluations relative to operational evaluations.

In Section 5 below, detailed discussions are provided concerning operational and diagnostic
evaluations for ground-level ozone, acidification and eutrophication and urban air quality policy
models, respectively.
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5 Evaluation Protocol for Air Quality
Models

66. There are three general questions that underpin any evaluation of air quality models and they
can be broadly expressed as follows:

U Is the scientific formulation of the model broadly accepted and does it use state-of-the-art
process descriptions? This is the scientific evaluation step;

U0 Does the model replicate observations? This is the operational evaluation step; and

0 Is the model suitable for answering policy questions and fulfilling its designated tasks? This is
the diagnostic evaluation step.

The protocol described below does not in itself answer these questions but exists merely to elicit
information from each air quality modelling team to allow Defra to form a view on whether a
particular model is fit-for-purpose or not.

5.1 Basic Information Questionnaire

67. The basic information required from the modelling teams should include:

Names and contact information for the modelling team;

Name, version number and release date of model, if appropriate;

Version history and provenance;

Output variables predicted;

Model type: eg. Eulerian grid, Lagrangian trajectory, Gaussian plume, box model, statistical,
Chemical mechanism: Carbon Bond-04, -05, SAPRC-99, -07, MCM, (see Annex B);

Dry and wet deposition scheme: (see Annex C);

Origin of emissions data: eg. EMEP, NAEI, and version of inventories used (see Annex D):
Meteorological data: eg. NCEP, MM5, WRF, Met Office, climatologies

Quality assurance and standards for coding;

Computer hardware and software requirements;

Computer run times: eg. is the model suited to the analysis of multiple policy scenarios?
Web-site for model code.

coocooooooCccc

This information need not be evaluated and is required solely for the purposes of
documentation.

52 Scientific Evaluation

68. The scientific evaluation needs to elicit enough information so that independent reviewers can
reach a consensus about the appropriateness of the content of a model and its fitness for the
intended purpose.

69. The information required here for ozone models includes:
0 what is the purpose of the model? For example, the estimation of hourly ozone concentrations
across the British Isles and their response to NO, and VOC precursor emission controls?

U what level of scientific treatment is given to the major elements of the model?

How are national emission totals broken down to give hourly time resolved emissions at 1 km
spatial scale, for example, or on whatever are the appropriate model time and spatial scales?

How are total VOC emissions split up into individual species?
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How are natural biogenic emissions handled and what is the source of the meteorological and
vegetation data employed?

What is the chemical mechanism employed and what sensitivity does the model show to this
choice?

How are time variations in photolysis rates taken into account?

What description and treatment is given to atmospheric dispersion, for example, is a full
treatment of turbulence and diffusion given, or is it based on an eddy diffusion type
parameterisation or is it neglected altogether through the use of a boundary layer averaged
approach?

What is the source of the meteorological data used to provide surface and boundary layer
winds, temperatures and humidities, boundary layer depths, cloud cover and radiation? What
evaluation has been conducted on these input data? What is the evidence that any
climatological data are appropriate for the present purposes?

What is the formulation of the ozone deposition scheme adopted and what is the source of the
meteorological, vegetation and soils data employed?

What assumptions are made concerning the initial and boundary conditions for ozone and other
pollutants?

The information required here for models addressing the deposition of acidic and eutrophying
agents includes:

what is the purpose of the model? For example, the estimation of annual mean concentrations
and depositions of acidic and eutrophying species across the British Isles and their response
to SO,, NO, and NH3; emission controls?

what level of scientific treatment is given to the major elements of the model?

How are national emission totals broken down to give time resolved emissions at 1 km scale, for
example, or on whatever the appropriate model time and spatial scales? How are the annual
emissions of ammonia split into hourly intervals, taking into account agricultural practices and
meteorological data? What is the evidence for any assumptions concerning the speciation of
sulphur emissions into SO, and H,SO,4?

What is the choice of chemical mechanism employed and if a simple transformation coefficient
approach has been adopted, how are the choices justified for the different coefficients and what
sensitivity does the model show to these choices? How are background and initial
concentrations set for the acidic and eutrophying species? What data are used to fix the
concentrations of oxidants such as ozone, OH and H,0,, if they are not calculated within the
chemical mechanism itself from emissions and background concentrations?

What description and treatment is given to atmospheric dispersion, for example, is a full
treatment of turbulence and diffusion given, or is it based on an eddy diffusion type
parameterisation or is it neglected altogether through the use of a boundary layer averaged
approach?

What is the source of the meteorological data used to provide surface and boundary layer
winds, temperatures and humidities, boundary layer depths, cloud cover and radiation and
precipitation? What evaluation has been conducted on this input data? What is the evidence that
any climatological data are appropriate for the present purposes?

What is the formulation of the dry deposition scheme and what is the source of the
meteorological and surface data employed? Does the deposition of ammonia take into account
the bidirectional nature of the surface exchange processes?
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How are the scavenging processes described for soluble trace gases and aerosol particles?

How are the rates of these processes linked to the meteorological data? What is the evidence

that any climatol ogical data such as Ograt@avenging
coefficients6é are appropriate?

The information required here for urban NO, air quality models includes:

What is the purpose of the model? For example, the estimation of hourly, daily and annual
NO, concentrations across the UK and their response to emission controls; the estimation of
annual average NO, concentrations within specific urban areas and their response to local
emission controls; and

What level of scientific treatment is given to the major elements of the model?

How are national emission totals broken down to give emissions at the appropriate spatial and
temporal resolution?

Which emission sources are modelled explicitly and which are treated as background sources?
How are primary NO, emissions split up into individual species: NO, NO, and HONO?

What is the chemical mechanism employed and what sensitivity does the model show to this
choice? If oxidant partitioning schemes are used, how have they been derived, tuned and
calibrated? What has been assumed about background ozone and NO, concentrations and
which sites and networks have been selected to set these values?

What description and treatment are given to atmospheric dispersion, for example, is a full
treatment of turbulence and diffusion given, or is it based on an eddy diffusion type
parameterisation or Gaussian dispersion coefficients, or is it neglected altogether through the
use of a boundary layer averaged approach?

What is the source of the meteorological data used to provide surface and boundary layer
winds, temperatures and humidities, boundary layer depths, cloud cover and radiation? What
evaluation has been conducted on this input data? What is the evidence that any climatological
data are appropriate for the present purposes? How are spatial variations in these parameters
handled across large urban areas?

Has any allowance been made for the dry deposition of NO,?
The information required here for urban PM air quality models includes:

what is the purpose of the model? For example, the estimation of daily and annual PM, 5 and
PM;o concentrations across the UK and their response to emission controls; the estimation of
annual average PM;o concentrations within specific urban areas and their response to local
emission controls.

what level of scientific treatment is given to the major elements of the model?

How are national PM emission totals broken down to give emissions at the appropriate spatial
and temporal resolution?

Which components of PM concentrations are modelled and which components are treated as
background? Primary emissions; secondary formation of sulphates and nitrates; organic
aerosols; natural emissions; re-suspended emissions?

How are primary PM emissions split up into individual species such as elemental and organic
carbon?

How are natural PM emissions handled, including forest fires, biomass burning, wind-blown
dusts and soils, Saharan dust and sea spray?
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What are the chemical mechanisms employed to model the formation of secondary inorganic
and organic aerosols and what sensitivity does the model show to these choices? What is
assumed about the direct emission of PM sulphate?

What description and treatment is given to atmospheric dispersion, for example, is a full
treatment of turbulence and diffusion given, or is it based on an eddy diffusion type
parameterisation or Gaussian dispersion coefficients-or is it neglected altogether through the
use of a boundary layer averaged approach?

What is the source of the meteorological data used to provide surface and boundary layer
winds, temperatures and humidities, boundary layer depths, cloud cover and radiation? What
evaluation has been conducted on this input data? What is the evidence that any climatological
data are appropriate for the present purposes? How are spatial variations in these parameters
handled across large urban areas?

What is the formulation of the wet and dry deposition schemes adopted, how are variations with
particle size taken into account and what is the source of the meteorological, vegetation and
soils data employed?

What has been assumed about background PM levels?

Operational Evaluation

Operational evaluation is based on the FAC2 and NMB metrics. It needs elicit enough
information so that independent reviewers can reach a consensus about how well the model
reproduces real-world behaviour.

The information required here for ozone models includes:

What are the FAC2 and NMB metrics for the comparison of model ground-level ozone with
observations for the chosen time periods? These may cover a field campaign or at least cover a
pollution episode. They need to cover at least a week in duration and should extend to a
pollution year, if possible. Explanations need to be given concerning the choice of the time
period, the choice of averaging time, the selection of sites and monitoring networks, see Annex
A. Comparisons with observations should be provided for as many sites as is practical and for
as many time periods as is feasible. Comparisons can be performed on a pooled site basis
(rural, suburban or urban background) or with a single site basis. The modelling teams should
explain how good agreement in one part of the model or region of the model domain is to be set
against poor agreement elsewhere. They should explain what significance they give to the
situations where the FAC2 and NMB criteria are not met. Comments should be made about the
model performance for mid-afternoons compared with night-times or summer vs winter or for
rural vs urban background sites, for example. They should give a statement of what they view as
the overall level of model performance and should comment on whether this is an improvement,
or not, on previous model versions and other evaluations of their model in the published
literature. Use of graphical methods is recommended, for example, using bivariate polar plots to
show up areas of poor model performance (Carslaw et al., 2006). Operational evaluation of
ozone modelling should be extended beyond ozone if at all possible. There may be the
opportunity to perform comparison between model results and observations using VOC and NO
observations for specific sites. During specific field campaigns, measurements have been made
of a wide range of trace gases and free radical species, providing opportunities for a more
robust operational evaluation than can be achieved with ozone alone.
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The information required for models addressing the deposition of acidic and eutrophying agents
includes:

What are the FAC2 and NMB metrics for the comparison of the model annual mean
concentrations of SO,, NO,, NH3, HNO3, particulate sulphate, particulate nitrate, particulate
ammonium and for the annual wet deposition of sulphate, nitrate and ammonium with
observations at acid deposition monitoring site locations (see Annex A) for chosen time periods?
The chosen time periods should cover at least a month, should extend to a year and, if possible,
to several different years. Explanations need to be given concerning the choice of the time
period and the selection of sites and monitoring networks. Comparisons with observations
should be provided for as many sites as is practical and for as many years as is feasible.
Because of the high modelling content of the Concentration-Based Estimates of Deposition
(CBED) fields (Fowler et al., 2004), these should not be used for the operational evaluation.
Attention should be directed to the Defra acid rain, ammonia, nitric acid and particle composition
monitoring network data. Analyses should be presented on a daily, twice-monthly and monthly
basis, preferably.

Some acid deposition and eutrophication models eg. FRAME, use, or have used in the past,
scaling to the CBED fields to assess critical loads exceedances. Scaling should be removed in
completing the present comparisons with acid rain monitoring network data. Some statistical
models present seasonal and annual results only and lack the ability to deal with daily, twice-
monthly or monthly comparisons. In such cases, it is recommended that comparisons with
monitoring network data should be carried out for up to 6 meteorological years to cover the year-
by-year variability in rainfall patterns. We recommend focussing on two recent years with quite
different annual meteorology (i.e. 2006, a wet year and 2003 a warm and dry year).

How is good agreement in one part of the model or region of the model domain to be set against
poor agreement elsewhere? What significance is given to the situations where the FAC2 and
NMB criteria are not met? What do they view as the overall level of model performance and is
this an improvement, or not, on previous model versions and other evaluations of their model in
the published literature? Comments should be made on whether model performance varies by
season and by meteorological year.

The information required here for urban NO, models includes:

What are the FAC2 and NMB metrics for the comparison of model NO, and NO, concentrations
with observations for the chosen time periods? These may cover a field campaign or a pollution
episode. They need to extend to at least one pollution year, if possible. Explanations need to be
given concerning the choice of the time period, the selection of sites and monitoring networks.
Comparisons with observations should be provided for as many sites as is practical and for as
many time periods as is feasible. The modelling teams should explain how good agreement in
one part of the model or region of the model domain is to be set against poor agreement
elsewhere. They should comment on whether the overall level of model performance is better
for NO, or NO,. They should explain what significance they give to the situations where the
FAC2 and NMB criteria are not met. Comments should be made, where possible, on whether
the performance metrics are different for night-time vs daytime, winter vs summer and rural and
suburban vs urban background sites. They should give a statement of what they view as the
overall level of model performance and should comment on whether this is an improvement, or
not, on previous model versions and other evaluations of their model in the published literature.
The metrics should be calculated on the basis of the total concentrations (modelled +
background vs measured). The metrics should be calculated on the basis of the modelled
contributions (modelled vs measured-background), provided that the modelled contributions are
larger than the total uncertainty in the background concentrations and the measurements.
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77.

78.

5.4

79.

80.

The information required here for urban PM models includes:

What are the FAC2 and NMB metrics for the comparison of model PM, s and PM; with
observations for the chosen time periods? These may cover a field campaign or a pollution
episode. They need to extend to at least one pollution year, if possible. Explanations need to be
given concerning the choice of the time period, the selection of sites and monitoring networks.
Comparisons with observations should be provided for as many sites as is practical (see Annex
A) and for as many time periods as is feasible. An explicit statement is required concerning the
PM components that have been included in the model and observed concentrations. The
metrics should be calculated on the basis of the total concentrations (modelled + background vs
measured). The metrics should also be calculated on the basis of the modelled contributions
(modelled vs measured-background), provided that the modelled contributions are larger than
the total uncertainty in the background concentrations and the measurements. Operational
evaluation of urban PM models should be extended to the individual PM components such as
elemental or black carbon, organic carbon and secondary inorganic and organic species, if
possible.

An air quality forecast model must satisfy the operational and diagnostic evaluation criteria
described in this section when provided with suitable meteorological data but not necessarily
forecast data. In addition, an air quality forecast model must pass a test against persistence
(tomorrow is the same as today) using forecast meteorological data.

For each day when an air quality forecast is issued, the following data should be collected to
complete an operational evaluation test based on persistence, where ty is hour of the day for
which the forecast is issued :

a. the forecast air pollutant concentration, Fy..4, for 24 hours in advance for a particular
pollutant, time of day and averaging time period,

b. the observed air pollutant concentration, Oy, on the day the forecast was issued, for the same
time of day and averaging time period,

c. the observed air pollutant concentrations, Oy.24, actually observed 24 hours on, for the same
time of day and averaging time period.

The FAC2 and NMB metrics are then calculated for the set of paired values: Fy.24 and Og:24
and Oy and Oy+24. The FAC2 and NMB evaluation metrics for Fi.24 and Oy.04 Should be
significantly better than those for Oy and Oy.24, ShOwing improvement over the assumption of
persistence. Additional operational evaluation procedures and metrics for air quality forecast
models are given in Agnew et al. (2007).

Diagnostic Evaluation

Diagnostic evaluation examines the ability of an air quality model to represent the effect of
emission changes on air pollutant concentrations (US EPA, 2007). However, because there may
be no observed responses to compare against, model responses must be compared against our
own theoretical expectations or against those of other models.

Diagnostic evaluation of ground-l evel o0ozone models is based on
Sillman (1999) and Sillman and He, (2002) have shown how our understanding of ozone

formation can be employed to characterise whether ozone formation is VOC- or NO,-limited or
somewhat in between these extremes. That is to say, it is possible to categorise from first
principles whether ozone concentrations should respond more strongly to reductions in VOC
emissions or NO, emissions. Comparing model sensitivities to VOC or NO, emission reductions
with our theoretical expectations provides a means of evaluating model performance.
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Evaluating the Performance of Air Quality Models

What are the responses of the mid-afternoon model ozone concentrations to 30% across-the-
board reductions in the emissions of man-made VOC emissions and of NO, emissions,
separately, on a range of days and locations within the modelling domain?

Taking a range of locations, the responses (base case 1 control case) of the mid-afternoon
concentrations are paired up to ascertain which is the greater, the response to VOC reductions
or the response to NO, reductions. Since some model NO, responses may be negative, that is,
0zone may increase in some locations, this analysis must take the signs of the responses
carefully into account. Responses are +ve if ozone decreases or i ve if 0ozone increases,
following the precursor emission reduction. A map or a table is then used to delineate where the
model response to the 30% VOC reduction is greater than that to the 30% NO, reduction and
vice versa. A location where the VOC response is greater than the NO, response is VOC-limited
and one where the NO, response is greater than the VOC response is NO,-limited.

What are the model calculated indicator species ratios in the base case model run during the
mid-afternoons for the chosen days and rural or suburban locations within the model domain?

The indicator species ratios are [O3])/[NO,], where [NO,] = [HNO;3] + [PAN] + [particulate nitrate],
[O3)/[HNO3] and [H,0,]J/[HNO3] and these are calculated in the model for the chosen locations
and times of the day.

What is the spatial correspondence between the regions of the model domain allocated to VOC-
or NO,-limited regimes and to the indicator species ratios?

If the model is behaving according to our theoretical expectations, then the regions allocated to
the VOC-limited regime should have [O3]/[NO,] indicator ratios less than a threshold value and
those allocated to the NO,-limited regime should have [O3]/[NO,] greater than this threshold. The
other indicator species ratios should similarly delineate VOC-limited and NO,-limited regimes but
with different threshold values. It is recommended that an air quality model is considered
acceptable if the spatial regions delineated by the VOC and NO, responses are similar to those
delineated by the indicator species ratios. Modelling teams should state the values of the
thresholds and compare them with literature values.

This behaviour is illustrated graphically in Figure 5.1 which shows an indicator species analysis
using the PTM model for Harwell, Oxfordshire for 28" July 2006. The plot shows a set of pairs of
points for each trajectory model experiment showing the response to 30% reductions in VOC
emissions (squares) and 30% reductions in NO, emissions (plus signs) plotted against the ratio
of the O3 to NO, concentrations in the base case. For [O3]/[[NO,] ratios much less than 20, the
squares lie above the + signs showing that all these trajectory experiments are VOC-limited. For
[O3)/[NO,] ratios much greater than 20, the +signs lie above the squares showing that these
trajectory experiments are NO,-limited. This coherence between sorting the experiments by way
of [03)/[NO,] ratios or NO, and VOC reduction responses shows that the model is behaving
according to our theoretical expectations.
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Figure 5.1. Indicator species analysis using the PTM model for Harwell, Oxfordshire for
28" July 2006. The plot shows a set of pairs of points for each trajectory model
experiment showing the response (positive values indicate decreases in ozone, negative
values indicate increases) to 30% reductions in VOC emissions (squares) and 30%
reductions in NO, emissions (plus signs) plotted against the ratio of the Os;to NO,
concentrations in the base case. The results from 1000 trajectory cases are shown
arriving at 15.00z. Positive values indicate decreases in ozone, negative values indicate
increases in ozone.

There may be a range of model indicator species ratios for which the direction of control,
whether VOC- or NO,-limited is not clear-cut. When this occurs, it does not necessarily imply
that our theoretical expectations are necessarily incorrect, merely unclear.

Ideally, this comparison between model responses and indicator species ratios could have been
completed based on observations of the indicator species ratios: [O3)/[NO,], [O3]/[HNO;] and
[H20,]J/[HNOs]. Rarely if ever would there be any observations of HNO3, PAN, particulate nitrate
and H,0O, with which to complete the analysis based on observations alone within the UK.
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Diagnostic evaluation of acid deposition and eutrophication models relies on the ability of
models to reproduce the observed spatial patterns of wet deposition across the British isles.
Previous assessments of acid rain and eutrophication in the UK have stressed the importance of
the orographic enhancement of rainfall and acid deposition across the mountainous areas of the
British Isles (NEGTAP, 2001). This enhancement of deposition is apparently not modelled by the
EMEP model, the major policy tool used by policy-makers in Europe to construct air pollution
strategies that address long-range transport of acidic and eutrophying substances. The result is
that in the EMEP model assessments, the critical loads and levels set for the protection of
ecosystems are generally exceeded in the south and east of the British Isles. In contrast,
national assessments of critical loads and levels exceedances for sensitive ecosystems, focus
attention on the upland regions of Wales, the Pennines, Dumfries and Galloway and the
Highlands of Scotland.

In view of the likely importance of orographic enhancement in determining the location and
magnitude of critical loads and levels exceedances for sensitive ecosystems, diagnostic
evaluation focuses attention on the influence of altitude on deposition.

What are the annual wet depositions of SO,, NO, and NH, along transects from north to south
through Wales and through the Pennines and west to east through the Highlands of Scotland in
the model and in the CBED deposition fields, using a spatial increment of 5 km?

The choice of deposition year is left to the modelling team, provided the necessary CBED
deposition fields are available. Comparisons of transects for a number of years are preferable,
particularly for the statistical models. Some acid deposition and eutrophication models eg.
FRAME, use, or have used in the past, scaling to the CBED fields to assess critical loads
exceedances. Scaling should be removed in completing the above comparisons with CBED
fields. It is recommended that an air quality model is considered acceptable if it is able to
reproduce the main salient features of the influence of orography on the deposition transects
through Wales, the Pennines and the Highlands of Scotland as shown in the CBED wet
deposition fields.

Diagnostic evaluation of urban NO, models examines the ability of an air quality model to
represent the effect of pollutant emissions on the partitioning between the oxidant species. As
environments become more polluted by NO, emissions in moving from rural through to heavily-
trafficked locations, systematic changes in the partitioning of the oxidants between NO, and
0,=03+NO, have been observed (Jenkin, 2004). The diagnostic evaluation of urban NO,
models examines their ability to reproduce observations of oxidant partitioning and the results of
other urban NO, models. It is recommended that an air quality model is considered acceptable if
it is able to reproduce observed oxidant-partitioning relationships.

What are the main features of the scatter plots of model-derived mean NO, NO,, Os; and Oy
concentrations plotted against mean NO, concentrations for a number of locations and years
compared with observations?

The modelling team should comment on whether the model is able to account correctly for the
changes in oxidant partitioning at each site, whether rural, suburban, urban background,
motorway, roadside and kerbside. They should comment on how the extrapolated background
oxidant concentrations and the fractions of NO, emissions appearing as direct NO, emissions,
indicated in their analyses compare with the assumptions made in their modelling and
expectations based on observations.
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83. Diagnostic evaluation of urban PM models examines the ability of an air quality model to
represent the effect of emission changes on PM, s and PM,q concentrations. However, because
there are no observed responses to compare against, model responses must be compared
against our own theoretical expectations or against those of other models.

Diagnostic evaluation of secondary PM, s and PM;, models is based on our understanding of
gas-to-particle partitioning and an understanding of whether PM formation is ammonia- or strong
acid-limiting. That is to say, it is possible to categorise whether PM concentrations should
respond more strongly to reductions in NH3; emissions or to SO, and NO, emissions as first
demonstrated by Ansari and Pandis (1998). Comparing model sensitivities to NH3, SO, and NO,
emissions with our expectations and other model results, provides a means of evaluating model
performance. It is recommended that an air quality model for secondary PM is considered
acceptable if it indicates ammonia-limited or strong acid-limited responses to NH3, SO, and NO,
emissions that are in line with theoretical expectations.

5.5 Retrospective Analyses

84. Aretrospective analysis is intended to examine the ability of an air quality model to respond to
emission changes by comparing recent trends in observed O3, NO,, NO,, PM, s and PMyq
concentrations to the model-predicted trends over the same time period. The model is run for
current episodes and episodes in one or more historical time periods using the emissions and
meteorological data appropriate for each time period modelled. It may be difficult to obtain
emissions and meteorological data that are consistent between the various model runs. Using
inconsistent inputs will confound the interpretation of the predicted trend from the model.

85. Retrospective analysis is particularly important for acid deposition and eutrophication models.
The question: fACan models reproduce measured trend
answered. However, for the new Eulerian models, preparation of the necessary inputs,
especially meteorological, remains a time consuming task. We recommend focus on two years:
one recent (i.e. 2006) and one year corresponding to the start of the acid deposition monitoring
network (i.e. 1988 or 1990). This will allow assessment of how models respond to changing
emissions.

5.6 Pilot Demonstration of Model Performance
Summary

86. The Model Performance Summary has been developed using R, a statistical and graphics
package freely available as open-source software. Figure 5.2 presents an analysis of the
monitoring data using the R-package OPENAIR (Carslaw and Ropkins, 2009). Appel (2007)
has demonstrated a similar set of tools, AMET, for CMAS to evaluate meteorology and air
quality data from WRF and CMAQ. Both OPENAIR and AMET used a MySQL database and R
as the basis of the analytical environment.

87. As an illustrative example, a pilot version of the Model Performance Summary, shown in Figure
5.2, consists of a series of plots demonstrating the main evaluation metrics for ground-level
ozone. The header contains a brief summary of the model conditions and will cross-reference to
the more detailed information provided by the modelling team in response to the Basic
Information Questionnaire. Summary statistics in line with those recommended in Section 4
above are included together with the lines on the scatter plot marking the 0.5:1, 1:1 and 2:1
ratios. The box and whisker plots identify the performance for a series of different factors e.g.
time of day, day of week, month, site, wind direction, and finally line plots of observations and
model predictions. The Model Performance Summary is based on a selection of rural monitoring
sites from around the country which are representative of general conditions. Supplementary
analysis of sites not included in the summary should be presented separately, to give a fuller
picture of how well the model performs more unusual conditions.
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In this example Figure 5.2, hourly ozone observations from 11 AURN sites have been compared
to values from a CMAQ simulation for June 2006. The selections of box and whisker plots
reflects the nature of the data, i.e. for hourly data the diurnal profile has been included and as
there are a number of sites these are also included. If it had been analysis of a single site the
site plot would be redundant. The two line plots represent two sites in south-east England one
performing well (Lullington Heath) and one not well (Rochester).

In this example, the model performs poorly when evaluated against the Rochester site
observations. This can be seen clearly in the site box and whisker plot and in the scatter plot.
This highlights the importance of selecting sites that are truly representative. If poor model
performance is observed for a particular site and for a series of months, or across a series of
different models, then location specific factors should be evaluated, and if deemed to be
significant, then site should be excluded from the general evaluation.

Supplementary analysis of additional sites not included in the Model Performance Summary
should be presented separately, to give a fuller picture of how well the model performs.
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Figure 5.2 An example Model Performance Summary produced using ozone data from the
CMAQ model for June 2006.
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